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BASICS OF R

What is R?

R is an open-source statistical environment modeled after S and S-Plus.  The S language was developed in the late 1980s at AT&T labs. The R project was started by Robert Gentleman and

Ross Ihaka of the Statistics Department of the University of Auckland in 1995. It has quickly gained a widespread audience and is renowned for its collaboration by an international team of volunteer developers. The R project web page is http://www.r-project.org.

The benefits of R for an introductory student are

· R is free. R is open-source and runs on UNIX, Windows and Macintosh.

· R has an excellent built-in help system.

· R has excellent graphing capabilities.

· Students can easily migrate to the commercially supported S-Plus program.

· R's language has a powerful, easy to learn syntax with many built-in statistical functions.

· The language is easy to extend with user-written functions.

What is R lacking compared to other software solutions?

· It has a limited graphical interface (S-Plus has a good one). This means, it can be harder to learn at the outset.

· There is no commercial support. (Although one can argue the international mailing list is even better.)

· The command language is a programming language so students must learn to appreciate syntax issues, etc.

Starting R

After opening the R program, you will get an introductory message.  The last thing displayed, >, is called the prompt. You will type your commands after the prompt.

R is a Calculator

R uses basic mathematic notation for simple operations: +, –, *, and /.  R also recognizes ( ) for use in order of operations.  Try some.

What are the rules about spacing?

R also has many built in functions.

> sqrt(6)

> sin(pi)

> exp(1)

> log(10)

> log(10,10)

Warnings and Errors

What is wrong with each of the following commands?

> squareroot(6)

> sqrt 6

> sqrt(-6)

> sqrt(6

Assigning Variables

Often you may like to save a value for later use.  To do so, we will assign a name to that value.  Essentially, we are storing our result into a variable.  

> x = 2

> x + 3

> e

> e = exp(1)

> e

The variable names can be made of letters, numbers, the period, or underscore.  Names must begin with a letter or period.  Case does matter.

> height <- 68

> 125 -> weight_age16

> weight_age16 / height

> f = 4

> F = 5

> F - f

Using c( ) to enter data
The most useful R command for quickly entering in small data sets is the c function. This function combines, or concatenates terms together. As an example, suppose we have the following count of the number of typos per page of these notes:

2 3 0 3 1 0 0 1

To enter this into an R session we do so with

> typos = c(2,3,0,3,1,0,0,1)

> typos

Notice a few things.

· We assigned the values to a variable called typos.

· The assignment operator is a =. It can also be -> or <-.
· The value of the typos doesn't automatically print out. It does when we type just the name though as the last input line indicates.

· The value of typos is prefaced with a funny looking [1]. This indicates that the value is a vector.
How would you assign the names of our favorite fruit to a variable?

Functions on a Data Vector
Let’s continue using our typos example.  How would we find the…
· Total number of typos?

· Total number of pages?

· Average number of typos per page?

· The least number of typos that appear on any page?  The greatest number of typos that appear on any page?

· An ordered listing of the typos from least to greatest?
You can even combine these functions in a single line.
· Find the average number of typos per page without using the mean function.

· Find the difference between each value and the mean number of typos.

If you ever need help with a function, for example mean, type ?mean or help(mean).

Another useful method would be help.search(“mean”) if you were looking for a help file with “mean” in the documentation, but don’t actually know the function’s name.

Sequences
Sequences can be made simply by using a colon.

> 1:10

What if you want the numbers 1 to 10, but in reverse order?

If you want something more involved, try the seq function.  Try to find these sequences.

· 1, 2, 3, 4, 5, 6, 7, 8, 9, 10

· 1, 3, 5, 7, 9

· 10, 9, 8, 7, 6, 5, 4, 3, 2, 1

Repeating

Try to find these sequences using the rep function.

· 2, 2, 2, 2, 2, 2

· 1, 2, 3, 1, 2, 3, 1, 2, 3

· 1, 2, 2, 3, 3, 3

Indices

With a set of data, you can access a specific entry or entries by its index using the square brackets, [  ], after the variable name.  Let’s continue to use the typos example.

> typos = c(2,3,0,3,1,0,0,1)
Describe what each of the following R commands does.

> typos[2:4]

> typos[c(1,2,8)]

> typos[-1]
> typos[20]

> typos[1] = 6

> typos[9:10] = c(4,5)

> typos[1:3] = c(5,6)

> typos[1:3] = seq(1:4)
Note: Don’t be confused.  R uses parentheses (  ) for functions and square brackets [  ] for variables.
Logical Values

So far we’ve been asking R to do a lot of things that require numeric responses.  “What is the mean of typos?”  “What’s the 8th element of this vector?”  But we can also ask yes/no questions, or better stated, true/false questions.  Let’s go back to our original typos list.

> typos = c(2,3,0,3,1,0,0,1)

· Are elements of the variable typos greater than 0?

· What are the values for those elements? That is, what are the numbers greater than 0?

· Which pages have typos?  That is, which indices have a value greater than 0?
· How many total pages have typos?

There are many logical operators at your disposal to create more involved “questions.”  The inequalities are <, <=, >, >=, and !=.  The equality test operator is == (Why isn’t it just = ?).
State in English what each of the following are testing.

> height > 60  &  height < 75

> weight <= 30 | gender == “female”

> x %in% 5:10

Missing Values
Occasionally our datasets come with missing values.  Let’s take a subset of the ages of this class.  

Are any of these students over age 18?

> ages = c(18,19,18,18,NA,20,19)

> ages > 18

The NA simply stands for “Not Available,” which is not the same as NaN.  The presence of missing values does not ruin our data, but we must address them appropriately.

> ages == NA
# Is this right?

> is.na(ages)

What is the mean of the students’ ages?

> mean(ages)
# Is this right?
Datasets

Typing in a large set of data is not fun.  R provides built-in datasets, some of which are ready to go, and some of which you much access.  R also allows you to download datasets from the internet or your own computer.

Here are the ones that are ready to go from the datasets package.

> ?datasets
> library(help="datasets")
There are two packages we will primarily be tapping from.  They are the one for this text known as UsingR, and one for the STAT 429 textbook “Modern Applied Statistics with S” by Venables and Ripley known as MASS.  Here’s an example of having to open a package first before getting the dataset.

> library(UsingR)

> data(package="UsingR")
> ?babies
· How many observations are in the babies dataset?  How many variables?  That is, what are the dimensions of the dataset?

· What are the variable names?

· How can you access just the variable representing the mother’s age?

· How can you attach each of the column variables to its own independent variable name?
It’s a good idea to use the detach function before moving on to a new dataset.

> detach(babies)
Here’s an example to read a dataset straight from the web.

> EW <- read.table("http://www.stat.uiuc.edu/~dunger/data/EW2000.txt", header=T)

Here’s an example to read a dataset straight from your computer.

> EW <- read.table("C:\\Documents and Settings\\dunger\\Desktop\\EW2000.txt", header=T)
To prepare an Excel file for R, go to Save As… under the File menu.  At the bottom of the window within the Save Type As option, select CSV (Comma delimited) (*.csv).  Then in R, your command should look like this:

> survey <- read.csv("http://www.stat.uiuc.edu/~dunger/data/SurveyFa06.csv", header=T)

If you must enter the data yourself, there is still one option that is sometimes faster than using c().  You may be able to copy and paste from a document or the internet using the scan() function.

